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Is the term ‘racist’ being applied so widely that it is losing its moral force? Theo-
rists and pundits from across the political spectrum think that it is. They call such a 
change of meaning “conceptual inflation” and argue that we should try to stop it by 
restricting the use of ‘racist’ or replacing ‘racist’ with new expressions. But what evi-
dence do we have that ‘racist’ is inflated? Economists do not track currency inflation 
with mere vibes; they use measurements such as the consumer price index. For ex-
ample, using CPI, it is observable that there has been considerable US dollar inflation 
over the last three decades or so: $1.00 in 1989 has the purchasing power of $2.54 in 
2024. If ‘racist’ has undergone a similar transformation, as critics of conceptual infla-
tion contend, how could that be measured? In this paper we use an apparent time 
study, a technique drawn from sociolinguistics, to measure whether ‘racist’ is under-
going conceptual inflation. An apparent time study looks at the linguistic behavior 
of people of different ages as a way of measuring linguistic variation over time. We 
distinguish two processes that constitute conceptual inflation: extension expansion 
and intensity bleaching. Across three studies, we found some equivocal evidence that 
‘racist’ has undergone extension expansion—its reference class may have slightly 
expanded—but no evidence that it has undergone intensity bleaching—its moral 
force remains the same. By comparing ‘racist’ with other terms that have plausibly 
undergone meaning change, like ‘queer,’ we argue that claims about the conceptual 
inflation of ‘racist,’ as they are standardly understood, are overblown.
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1. The Meaning of ‘Racist’

1.1. Conceptual Inflation

We live in an era of inflation. According to Ipsos’s “What Worries the World” 
survey from March 2024, inflation is the “number one global concern overall” 
(Ipsos 2024). Some theorists and pundits worry that in addition to the devalua-
tion of our currency, some of our most important concepts are also undergoing a 
worrisome process of inflation. In 1989, sociologist Robert Miles used the expres-
sion conceptual inflation to critique the process whereby the concept of racism 
“has been redefined to refer to a wider range of phenomena” (Miles 1989/2003: 
58). A decade later, Miles’s conceptual inflation critique of ‘racism’ was taken up 
by philosophers. In 1997, J. L. A. Garcia endorsed Miles’s critique and connected 
it to concerns in popular political commentary: “the editors of the neoconserva-
tive opinion journal First Things … warn that if we do not tighten up our usage, 
then they will consign it to the same dustbin to which they have already con-
signed the terms ‘sexism’ and ‘homophobia’” (Garcia 1997: 5). In 2002, Lawrence 
Blum echoed and elaborated on Miles’s critique:

To name an act or a person “racism” or “racist” is particularly severe 
condemnation. But the terms are in danger of losing their moral force, for 
they have been subject to conceptual inflation … thus inhibiting honest 
interracial exchange. (Blum 2002: 31)

In 2019, in the heterodox online magazine Quillette, Spencer Case made the same 
critique as Blum, but with ‘racism’ a target alongside ‘sexism’ and ‘colonialism’:

When speakers expand the reference of a word in order to attach its asso-
ciations to new things, they dilute the associations of the original word. 
Just as printing too much paper currency diminishes the value of the cur-
rency, concept inflation degrades the rhetorical effect of inflated words 
and phrases.

In 2022, linguist John McWhorter expressed concern about “the lexical mis-
sion creep which has led to how confusingly we use the word ‘racism’ now” 
in The New York Times, and Elizabeth Anderson affirmed a 2018 editorial in the 
Pittsburgh Post-Gazette that (in an echo of the First Things editorial from 1997) 
complained “about the excessively wide scope of the term ‘racist’: ‘For if every 
person who speaks inelegantly, or from a position of privilege, or ignorance, or 
expresses an idea we dislike, or happens to be a white male, is a racist, the term 
is devoid of meaning’.” (Anderson 2022: 77, quoting Burris 2018).
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Anderson took the concern expressed by the editorial seriously and argued 
that, given its current meaning, ‘racist’ should be reserved for referring to only 
the “most hateful and vile individuals,” and not be used at all to communicate 
concerns about problematic racial phenomena (2022: 82; see also Anderson 2010: 
48 and Blum 2004: 77). The excessively wide scope of the term ‘racist’—that is, 
when it is applied beyond the most hateful and vile individuals—is problematic, 
according to Anderson, because “outside of academic and progressive circles, 
almost no one talks like this” and “such wide scope … often leaves addressees in 
the dark about what is wrong” (2022: 82).

The charge of conceptual inflation has also been levied against a wide range 
of terms besides ‘racist’ and ‘racism,’ including “human rights” and “rule of 
law,” “capitalism” and “socialism,” and even “antiracism” (see Liao and Hansen 
forthcoming: §1). There is also a related expression of concept creep, coined by 
psychologist Nick Haslam, that has been used to critique “psychology’s expan-
sionary redefinition of negative phenomena [that] arguably reflects a liberal 
social agenda,” which targets terms such as ‘abuse,’ ‘bullying,’ ‘trauma,’ ‘mental 
disorder,’ ‘addiction,’ and ‘prejudice’ (Haslam 2016: 1). However, as the brief 
history above illustrates, ‘racism’ and ‘racist’ remain prominent targets of con-
ceptual inflation critiques across the political spectrum.

The conceptual inflation critique makes a normative judgment (inflation is 
bad) on the back of a descriptive claim, that the meaning of a term in ordinary 
language has inflated over time. Critics of conceptual inflation have different 
reasons for thinking that it is bad, and there are advocates of conceptual change 
who hold that certain kinds of inflation are good. But our goal in this essay is not 
to tarry with the normative; we are interested in trying to find evidence that sup-
ports the descriptive claim that conceptual inflation is in fact happening. After 
all, if it turns out that there is no evidence that ‘racist’ is undergoing inflation, 
then the debate over whether and why inflation is bad or good loses its urgency. 
The first step in gathering evidence of whether ‘racist’ is undergoing inflation is 
to be more precise about what conceptual inflation itself is.

1.2. Operationalizing ‘Conceptual Inflation’

The descriptive component of the conceptual inflation critique can be precisi-
fied into three claims that are in principle empirically testable. First, as made 
explicit by Miles (“refer to a wider range”) and Case (“expand the reference”), 
an important part of the use of ‘racism’ and ‘racist’ is what these terms refer 
to, and there is a concern that the extensions of these terms have expanded over 
time. Second, as made explicit by Blum (“losing their moral force”) and Case 
(“degrades the rhetorical effect”), an important part of the use of ‘racism’ and 
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‘racist’ is the evaluative force they have when they are used in moral criticism, 
and there is a concern that the moral intensity of ‘racism’ and ‘racist’ as terms of 
criticism has decreased over time. Let us name these two claims:

extension expansion	� The reference class of a term in ordinary language 
has increased.

intensity bleaching	� The moral force of a term in ordinary language 
has decreased.

Moreover, these two aspects of meaning change seem to be connected. Both 
Blum and Case explicitly contend that it is extension expansion that causes inten-
sity bleaching, but other critics are not as explicit. To explicate this alleged rela-
tionship between the two aspects of a term’s meaning, but without the causal 
commitment, let us name this third claim:

inverse correlation	� When the reference class of a term in ordinary 
language increases, the moral force of that term 
decreases.

On our understanding, these three claims—extension expansion, intensity bleach-
ing, and inverse correlation—are central to the concerns about conceptual inflation 
that have been raised over the last three decades, even if it is not the case that 
every single critic explicitly endorses all three claims. The aim of our studies is to 
assess the veracity of the descriptive component of the conceptual inflation cri-
tique, as captured by these three claims. An advantage of operationalizing in this 
way is that it also allows us to assess other ways of understanding conceptual 
inflation. For example, there is a neighboring way of understanding conceptual 
inflation that one might endorse, namely the idea that what constitutes concep-
tual inflation is the combination of extension expansion with no intensity bleach-
ing while making no claim about the causal relationship between extension and 
intensity. We will discuss this neighboring way of understanding conceptual 
inflation in relation to our empirical findings in §5.3.

To put the descriptive question in our precisified terms: Has ‘racist’ under-
gone extension expansion and intensity bleaching, as the critics have been claim-
ing over the last three decades? Economists do not track currency inflation with 
mere vibes; they use measurements such as the consumer price index. For exam-
ple, using CPI, it is observable that there has been considerable US dollar infla-
tion over the last three decades or so: $1.00 in 1989 had the purchasing power of 
$2.54 in 2024 (U.S. Bureau of Labor Statistics 2024). Has ‘racist’ undergone a sim-
ilar transformation, as critics of conceptual inflation contend? How could that 



624 • Nat Hansen & Shen-yi Liao

Ergo • vol. 13, no. 21 • 2026

be measured? Before we plunge into the normative debate, we should gather 
systematic empirical evidence about whether the purported conceptual inflation 
of ‘racist’ has in fact been happening.

To be clear, there are two dimensions to critics’ worries about extension 
expansion, and in this paper we will only gather systematic empirical evidence 
about one of them. A critic might be concerned that the reference of an expres-
sion is being vertically expanded, insofar as it is being applied to more instances 
of a category. Our empirical investigation focuses on this dimension, on ‘racist’ 
as applied to persons. However, a critic might also be concerned about horizontal 
extension expansion, insofar as it is being applied to more categories. (See Tse 
& Haslam 2024 for the vertical/horizontal distinction used to measure “concept 
creep” in psychological concepts.) For example, Miles (1989/2003: 66–71) objects 
to applying the concept of racism to institutions and actions rather than individ-
uals and beliefs. He cites the 1967 UNESCO statement on race as the root of how 
“the concept of racism was expanded in meaning to include not only beliefs but, 
more importantly, all actions, individual and institutional, which had the con-
sequence of sustaining or increasing the subordination of ‘black’ people” (Miles 
1989/2003: 67). In making this objection, Miles exemplifies a common narrative 
nowadays that ‘racism’ and ‘racist’ are historically individualist, and the institu-
tionalist sense is a recent invention.

While our present empirical investigation is not on the horizontal dimen-
sion of conceptual inflation, we do want to note at the outset that Miles’s nar-
rative is itself a recent invention. The earliest use of ‘racism’ recorded in the 
Oxford English Dictionary, in 1902, reads to us as more institutionalist than indi-
vidualist: “[s]egregating any class or race of people apart from the rest of the 
people kills the progress of the segregated people or makes their growth very 
slow. Association of races and classes is necessary to destroy racism and clas-
sism” (quoted in Ichikawa ms). Similarly, in the Corpus of Historical American 
English (COHA; Davies 2010), which contains more than 475 million words of 
text from the 1820s–2010s, the first clear use of ‘racist’ as an institutionalist adjec-
tive (“black men were tried in racist courts”; 1942) appears earlier than the first 
clear use of ‘racist’ as an individualist adjective (“You racist little prick”; 1948). In 
COHA, there are at least as many, if not more, instances of using ‘racist’ to talk 
about institutions as there are instances of using ‘racist’ to talk about individuals 
before 1967, such as: “his racist goverriment [sic]” (1949); “the Army does not 
intend to, abolish its racist quota system or its segregation” (1950); “… provi-
sions of the immigration laws of the United States because they would introduce 
racist concepts” (1956); “South Africa’s racist apartheid policy” (1961); “entirely 
peaceful demonstration by Moslem Algerians in Paris who were protesting a 
racist curfew” (1961). We don’t take this brief survey of corpus evidence to estab-
lish that ‘racist’ has not undergone horizontal extension expansion, but we think 
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it should shift the burden of proof onto those theorists who think that it has (for 
more discussion of the lack of evidence of horizontal extension expansion, see 
Liao and Hansen [forthcoming: §4]). As we will explain in §5.2, we think that 
worries about horizontal extension expansion, like worries about conceptual 
inflation more generally, are examples of a linguistic recency illusion (Zwicky 
2005; van der Meulen 2022), whereby people judge that a phenomenon is a more 
recent development than it in fact is.

1.3. Measuring Change

One form of systematic empirical evidence that might be used to provide a fac-
tual foundation for worries about conceptual inflation comes from increased 
frequency of the use of ‘racist’ over time (see Figure 1).

It is true that, in academia and media, the words ‘racism’ and ‘racist’—along-
side ‘sexism’ and ‘sexist’ and ‘homophobia’ and ‘homophobic’—are used more 
frequently now than they were three decades ago (Rozado 2022). And increased 
frequency of use can be a cause of semantic bleaching (Sweetser 1988), the pro-
cess by which expressions come to lose specific features of their meaning: “The 
mechanism behind bleaching is habituation: a stimulus loses its impact if it 
occurs very frequently” (Moder 2007: 339). However, increased frequency does 
not itself entail semantic bleaching or extension expansion. There are many pos-
sible reasons for a term’s increased frequency of use that are consistent with 
unchanged meaning: for example, increased frequency could be the result of 
increased uptake of the expression in the community, changing pragmatic norms 
about the conversational appropriateness of using the expression, or increases in 

Figure 1: Relative frequency in academic abstracts (solid line) and news media (broken line) of 
expressions that are claimed to be undergoing conceptual inflation, based on the Semantic Scholar 
Open Research Corpus and selected international newspapers (Rozado 2022: fig. 5).
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the prevalence of the phenomenon itself that the expression is used to describe. 
Evidence of changing frequency of use is therefore only one piece of the puzzle 
of showing a term’s changing extension or force.

Another form of systematic empirical evidence that might be used to sup-
port the conceptual inflation critique comes from a closer inspection of linguistic 
corpora that goes beyond mere frequency of use. It is now commonplace for lin-
guists, philosophers, and legal scholars to use linguistic corpora to investigate the 
meaning of linguistic expressions (for example: Vetter 2014; Andow 2015; Lee & 
Mouritsen 2017; Goldfarb 2017; Pinillos & Nichols 2018; Sytsma et al. 2019; Han-
sen et al. 2021; Tobia 2020; Zahorec et al. 2023). In the debate about the meaning 
of ‘racist,’ we used contemporary corpora to respond to the worry that ‘expres-
sions condemning oppression’ (the adjectives ‘racist,’ ‘sexist’ and ‘homophobic’) 
have been inflated to the point that they could no longer express nuanced moral 
condemnation (Liao & Hansen 2023). But in that study we could not directly 
address questions about whether these expressions had changed meaning over 
time because the available historical corpora, such as COHA (Davies 2010), don’t 
have enough examples of ‘racist’ to draw firm conclusions. While linguistic cor-
pora are in principle a good form of systematic empirical evidence for resolving 
the controversy about the meaning change of ‘racism’ and ‘racist,’ existing cor-
pora don’t provide solid evidence either way.

Finally, another form of systematic empirical evidence that might be used 
to support the conceptual inflation critique comes from surveying people about 
their uses of ‘racist.’ In an ideal world, we would conduct a real time longitudinal 
study that tracked the way a group of speakers over time or different samples 
from a population at different times use ‘racist’ and see if it shows signs of mean-
ing change. Unfortunately, it is too late for us now to start asking people ques-
tions about their use of ‘racist’ three decades ago. The General Social Survey, 
which is normally an excellent resource for studying change over time, only has 
one question in the vicinity of our interest—“What are your personal feelings 
about people who believe whites are racially superior to all other races?”—and 
it was only asked once, in 1990 (Davern et al. 1972–2024). But we can adopt a 
technique used by sociolinguists to study linguistic change that relies on a proxy 
for real change through time: the apparent time construct.

Apparent time contrasts with real time. In a real time study, the linguistic 
behavior of a cohort of speakers is measured at different stages of their lives, or 
samples of different speakers from a population are taken over time and com-
pared. In an apparent time study, the linguistic behavior of speakers of different 
ages is sampled at a single time, on the assumption that “linguistic differences 
among different generations of a population (apparent-time differences) would 
mirror actual diachronic developments in the language (real-time linguistic 
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changes)” (Bailey 2004: 313). This assumption depends on the idea that post-
adolescence, speakers’ “vernaculars remain stable throughout the course of an 
adult lifetime” (Bailey 2004: 320). Studying the way older cohorts use language 
is a window through which we can view historical patterns of use, namely those 
that were prevalent when the cohort’s linguistic habits were being formed. By 
looking through that window at the current linguistic behavior of speakers of 
different ages, we get a view of linguistic variation over time.

The apparent time approach to studying linguistic change is widespread in 
sociolinguistics. It was used in some of the earliest studies of variation, like Louis 
Gauchat’s (1905) study of sound change in a Swiss village, and William Labov’s 
(1963) study of phonetic variation among residents on Martha’s Vineyard. And 
there is evidence, from real-time studies of linguistic behavior, supporting the 
idea that post-adolescent vernaculars are stable (see Bailey 2004: §2.2 for a sur-
vey of the evidence).

One use of the apparent time approach to study lexical change comes from 
sociolinguists Sali Tagliamonte and Katharina Pabst’s (2020) study of adjectives 
of “highly positive evaluation”—expressions like ‘amazing,’ ‘cool,’ ‘brilliant,’ 
and ‘wonderful.’ She shows that the use of these expressions varies by the age of 
speakers in Toronto and York (U.K.). For example, ‘cool’ is a common adjective 
in Toronto among younger speakers, but not older speakers, and ‘brilliant’ has a 
similar pattern of use among younger and older British speakers.

In Figure 2, we can see the rise of ‘cool’ to become the preferred adjective of 
highly positive evaluation among younger speakers in Toronto, and the relative 
decline of ‘great’ and ‘wonderful.’ Of course, younger speakers can choose to 
use ‘wonderful’ as a term of highly positive evaluation—though in so doing they 
would sound old-fashioned, just as older speakers can say that things are ‘cool’ 
if they want to sound more hip—or cringe (Tagliamonte & Pabst 2020: 24). ‘Cool’ 

Figure 2: Distribution of Adjectives of Highly Positive Evaluation by 
Decade of Birth (in Toronto) (Tagliamonte & Pabst 2020: fig. 2).
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itself may sound dated to today’s young people, since the data Tagliamonte and 
Pabst are relying on only goes up to 1999. At the risk of sounding hopelessly 
middle-aged, kids these days may prefer to express highly positive evaluation 
by using ‘dope,’ ‘fire,’ or, as a young guest at a pop-up restaurant recently said 
to one of the authors, ‘gas.’

But—we want to be clear up front before applying the apparent time method 
in this study—the method has not frequently been used to study semantic 
change. One exception is Jean-Phillipe Magué (2006), who conducted an appar-
ent time study of the French expression ‘maison’ using a semantic field approach 
that asked participants to judge the semantic similarity of various words to ‘mai-
son.’ Magué did find significant differences between the younger (median age 
21) and older (median age 56) cohorts he recruited in the semantic similarity 
rating for certain expressions (such as ‘chateau’ and ‘immeuble’), and he shows 
“a correlation between this semantic variation and the age of speakers which is, 
under the apparent time hypothesis, the synchronic manifestation of a change 
in progress” (2006: 233). But Magué expresses caution about how much weight 
to put on this finding, because he points out that unlike with studies of sound 
change, the “apparent time hypothesis has never been verified for semantics, 
and thus we cannot exclude that speakers modify their semantic structure of 
the semantic field as they get older.” That kind of diachronic linguistic change 
is known as “age-grading,” where older speakers use an expression differently 
than younger speakers not because community use has changed, but because 
“generational differences…repeat themselves from one decade to the next, and 
teenagers end up speaking just like their parents” (Boberg 2004: 257)

An example of an age-graded change is the greater prevalence of the pronun-
ciation of the letter “z” as “zee,” rather than “zed,” among young people in South-
ern Ontario, a difference which does not persist as speakers in that region age. 
That change in pronunciation has been explained as an effect of children learning 
to pronounce the letter “z” as “zee” from hearing the “alphabet song” on the 
American children’s TV show Sesame Street. As the Canadian speakers age, they 
drop the American pronunciation in favor of the standard “zed” (Chambers 2002: 
ch. 4; though see Boberg 2004 for conflicting evidence from Montreal English). 
For our purposes, distinguishing generational change in the use of a term like 
‘racist,’ which would be evidence of dynamic conceptual inflation, from an age-
graded effect, which would only indicate that older speakers use the expression 
differently than younger speakers while overall use is stable, will only be impor-
tant if there are in fact differences in use between younger and older cohorts.

Another interesting possible pattern of linguistic change is discussed by 
Charles Boberg (2004), namely generational change plus individual change 
among older speakers: “it is not impossible for older people to adapt their speech 
to the new patterns they hear around them” (252). For example, among speakers 
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of English in Montreal, Boberg finds evidence that not only has the term “Chester-
field” fallen completely out of favor among 1999 teenagers as a term used to refer 
to “an upholstered piece of furniture that seats three people in a row,” in con-
trast to 1999 “grandparents,” 30% of whom still prefer it to “couch.” This might 
look like a very clear apparent time effect, but using a real-time study comparing 
Canadian speakers from 1972 and 1999, Boberg shows that there is a massive 
drop-off in the use of “Chesterfield” among 1999 “parents” in comparison with 
their 1972 teenage counterparts, from around 60% to around 15%. That change 
indicates that the rapid decline in popularity of “Chesterfield” is not just a gen-
erational difference, but is accelerated by individual changes among the “parent” 
cohort. Determining whether linguistic change is purely the result of generational 
change, purely an age graded effect, or a combination of factors would require 
combining real and apparent time methods: “Evidence of late adoption [of lexical 
changes], in fact, can only emerge from studies that marshal both kinds of data” 
(Boberg 2004: 266). One way of combining real and apparent time methods for 
measuring meaning change is to run an apparent time study on a word for which 
there is consensus that its meaning has indeed changed. Justyna Robinson (2012) 
does this with the word “gay,” showing that the change in the word’s meaning 
shows up in differences in the way older and younger speakers apply the term 
and how they explain its meaning. Older speakers persist in using the word with 
its “happy” meaning, while younger speakers do not use it that way, using it to 
mean “homosexual,” and the youngest cohort additionally use it as a “general 
term of disapproval” meaning something like “lame” (Robinson 2012: 47).

Unfortunately, the previous generation of researchers didn’t experiment on 
the meaning of terms like ‘racist’ that have been accused of undergoing concep-
tual inflation, and unlike ‘gay,’ ‘racist’ is not an uncontroversial case of a term 
undergoing change of meaning, so combining a real time study with an appar-
ent time study of ‘racist’ is not yet possible. But we can look for prima facie evi-
dence of linguistic change using the apparent time method and see if anything 
turns up, and thereby lay the foundation for future real time studies that can 
begin to answer these questions with more confidence.

1.4 Overview of Studies

We conducted two preregistered studies and one non-preregistered replication 
that aimed to evaluate each of the descriptive components of the conceptual 
inflation critique:

extension expansion	 Has the extension of ‘racist’ expanded?
intensity bleaching	 Has the intensity of ‘racist’ decreased?
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inverse correlation	� Is there an inverse correlation between the exten-
sion and intensity of ‘racist’?

In all three studies, we used an apparent time technique, recruiting participants 
of varying ages so that we could evaluate whether different age cohorts interpret 
‘racist’ as having different extensions and different intensities.

In Study 1, we also (i) compared ‘racist’ with thin moral terms (‘disagreeable,’ 
‘terrible,’ and ‘worthless’) in order to get a non-politically contested benchmark 
against which to compare the extension and intensity of ‘racist’; (ii) we examined 
what happened to the extension and intensity of ‘racist’ when it was combined with 
degree modifiers like ‘slightly,’ ‘moderately,’ and ‘extremely,’ in order to evaluate 
the claim we made in Liao and Hansen (2023) that these modifiers allow uses of 
‘racist’ to express nuanced moral condemnations; and (iii) we evaluated proposals 
made by critics of conceptual inflation to replace ‘racist’ with expressions that are 
alleged to provide better expressive resources for criticizing racial ills.

In Study 2 and Study 3, we compared ‘racist’ with ‘queer,’ a “reclaimed” slur 
that is generally regarded to have undergone meaning change. We also explor-
atorily examined other terms that we suspected would be judged differently 
according to participants’ age: ‘slutty’ and ‘neurodivergent.’

To summarize our main findings: we did not find any evidence that ‘rac-
ist’ has undergone intensity bleaching in any of our three studies. Moreover, 
in Study 1, we found that the intensity of ‘racist’ is greater than ‘terrible,’ and 
on par with ‘worthless,’ one of the most intense thin moral terms of criticism. 
That is evidence that ‘racist’ is still regarded as an extreme form of criticism. 
We found some evidence in Study 2 (but not Study 1 or Study 3) that ‘racist’ 
has undergone some extension expansion: the younger cohort of participants 
apply ‘racist’ to a larger group of people than the older cohort does. In Study 2 
and Study 3, we found that ‘queer’ has undergone both extension expansion and 
intensity bleaching, but we found evidence that ‘racist’ has undergone extension 
expansion only in Study 2; and that the changes that ‘queer’ has undergone are 
significantly greater than those that ‘racist’ has undergone. Finally, we did not 
find any evidence, in any of our three studies, that the extension and intensity 
of ‘racist’ are correlated. This pattern of findings should be surprising to anyone 
who believes that ‘racist’ is undergoing conceptual inflation.

2. Study 1: Demographically Representative Sample

In our first study, we investigated the meaning of ‘racist’ with a sample that 
is demographically representative of the overall population of the USA with 
respect to age, race, and gender. To understand the current meaning of ‘racist,’ 
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we compare it against a range of thin moral terms (§2.2) and against a range of 
modified forms. To track the meaning change of ‘racist’ with the apparent time 
construct, we examine its perceived extension and intensity across participants 
of different ages, keeping in mind a potential difference between participants of 
different races (§2.4).

2.1. Methods

In a preregistered study, 417 U.S.-based participants were recruited using Pro-
lific’s “representative sample” function, which aims to match the sample to the 
demographic distribution of the overall U.S. population with respect to age, 
race, and gender. (All material, data, and analysis can be found at https://doi.
org/10.17605/OSF.IO/GY6CN.) The median time to complete the study was 3 
minutes and 4 seconds, and participants were paid $1 on completion. A final sam-
ple of 240 participants (Mage = 45.23, SDage = 16.08; 46.67% men, 49.58% women, 
0.42% non-binary; 72.92% white, 25.00% nonwhite) was obtained after the pre-
registered exclusion criteria were applied. (The pattern of statistical inferences is 
the same with and without exclusions, with one exception to be noted. All sta-
tistical tests are confirmatory—that is, based on the preregistration—rather than 
exploratory, unless explicitly noted otherwise.) No other demographic informa-
tion was collected.

Participants completed the study in Qualtrics and provided informed consent 
before proceeding. There was no experimental manipulation and all participants 
were asked all questions. To start, participants were asked, in counterbalanced 
randomized order, the following two questions about the term ‘racist’ on a 0–100 
slider with text anchors, each on as an individual block on its own page (Figure 3):

Figure 3: Intensity and Extension Questions and Response Scales for “Racist.”

https://doi.org/10.17605/OSF.IO/GY6CN
https://doi.org/10.17605/OSF.IO/GY6CN
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[extension]	� What percentage of people can be reasonably called 
‘racist’? [none – all]

[intensity]	� How bad is it for a person to be called ‘racist’? [not at all – 
the worst]

Then, participants were asked, in counterbalanced randomized order, six blocks 
of questions. Within each block, the questions were presented in randomized 
order. The six blocks involved the two types of questions shown above—exten-
sion and intensity—with, respectively, three sets of three terms substituted in 
the place of ‘racist’:

thin moral terms	 ‘disagreeable’ / ‘terrible’ / ‘worthless’
‘racist’ with degree modifiers	� ‘slightly racist’ / ‘moderately racist’ / ‘ex-

tremely racist’
alternative vocabulary terms	� ‘racially ignorant’ / ‘racially insensitive’ / 

‘racially unjust’

The thin moral terms were drawn from an earlier study on the valence of English 
words (Warriner et al. 2013) to include ones that have been rated higher than, 
about the same as, and lower than ‘racist.’ The degree modifiers were selected to 
provide a range of expressions.

The alternative vocabulary items we investigated come from linguistic 
recommendations made by Blum (2002b: 209), in light of his concern about 
conceptual inflation:

To help us avoid the first form of confusion about racism—concep-
tual inflation—I will suggest a core meaning rooted in the history 
of its use, that confines “racism” to phenomena deserving of the se-
verest moral condemnation … . Fixing on such a definition should 
encourage us to make use of the considerable other resources our lan-
guage affords us for describing and evaluating race-related ills that 
do not characteristically rise to the level of racism—racial insensitiv-
ity, racial conflict, racial injustice, racial ignorance, racial discomfort, 
and others.

While Blum holds that these expressions should just be used to supplement 
our use of ‘racist,’ Anderson (2022: 82) advocates replacement: “it would 
be wise … to use other terms to describe moral problems concerning race.” 
In addition to giving us words to express weaker forms of moral condemna-
tion, these theorists also hope that this vocabulary can improve communica-
tive clarity.
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Finally, participants were asked demographic questions about age, race, and 
gender following a recommendation on inclusive practices for collecting demo-
graphic questions (Hughes et al 2016).

2.2. ‘Racist’

What percentage of people can be reasonably called ‘racist’? Participants gave a 
wide range of responses to this question (M = 32.33, SD = 21.44). The response 
distribution is significantly different from a normal distribution, but still approx-
imately normal (W = 0.941, p < 0.001). ‘Racist’ is applied neither exclusively nor 
indiscriminately. On average, participants neither reserved the term for the 
extremely narrow group of “neo-Nazis who consciously endorse particularly 
hateful beliefs and attitudes toward members of a racial group,” as Anderson 
claims about popular moral discourse, nor applied it to the extremely wide 
group of “every person who speaks inelegantly, or from a position of privilege, 
or ignorance, or expresses an idea we dislike, or happens to be a white male,” as 
Pittsburgh Post-Gazette catastrophized about conceptual inflation.

How bad is it for a person to be called ‘racist’? Again, participants gave a wide 
range of responses to this question (M = 72.71, SD = 25.87). The response distribu-
tion is significantly different from a normal distribution, but still approximately 
normal (W = 0.862, p < 0.001). ‘Racist’ still possesses a strong moral force. On aver-
age, participants interpreted it as a “severe condemnation,” as Blum claimed.

While there is some value to these initial findings, the numbers them-
selves remain difficult to interpret in isolation. For example, one might ask 
with respect to the extension question: Do our participants, on average, really 
think that 32.33% of people can be reasonably called ‘racist’? This difficulty is 
especially salient since extant research on survey methods shows that people 
are, to say the least, not great at estimating the size of groups. For example, a 
2022 YouGov study showed that Americans systematically overestimate the 
size of minority groups—for example, estimating that 21% of the population 
is transgender when the reality is 1%—and systematically underestimate the 
size of majority groups—for example, estimating that 58% of the population 
are Christian when the reality is 70% (Orth 2022). To be clear, this systematic 
unreliability with estimation is not only a problem for us, but also a problem—
perhaps an even bigger problem—for anyone who eschews empirical methods 
and makes claims about the meaning of terms based on their own impressions 
of how they are used. To avoid putting too much argumentative weight on 
these numbers in isolation, we want to interpret them against the backdrop of 
other terms.
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2.3. ‘Racist’ versus Thin Moral Terms

How does ‘racist’ compare with other terms of moral condemnation? We can 
address this question by drawing on extant research on the valence of English 
expressions. Amy Beth Warriner and colleagues (2013) had participants rate the 
emotional valence of 13,915 English expressions on a scale from 9 (completely 
happy, pleased, satisfied, contented, hopeful) to 1 (unhappy, annoyed, unsatis-
fied, melancholic, despaired, or bored). For example, the top-rated expression is 
‘vacation’ (mean valence of 8.53) and the lowest rated expression is ‘pedophile’ 
(mean valence of 1.26). From this large list of expressions, we chose three thin 
moral terms from the negative end of the valence scale: ‘disagreeable’ (3.29), ‘ter-
rible’ (2.1), and ‘worthless’ (1.89). Our aim is to use these terms as benchmarks 
with which to compare the meaning of ‘racist.’

Since the distribution of responses to the extension question about the term 
‘racist’ violates the normality assumption of our original planned parametric 
statistical tests, we report results from applying the nonparametric Friedman 
test to compare across ‘racist’ and the set of thin moral terms, and Nemenyi 

Figure 4: Comparing the extension of ‘racist’ with thin moral terms. (These graphs have three 
layers of information. First, the colored dots are in a sinaplot, which represents the individual data 
points in a way that shows their density and distribution. Second, the boxplot shows the quartile 
cutoffs and the bold horizontal line indicates the median. Third, the diamond indicates the mean.)
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test for pairwise comparisons between all terms. These are non-parametric 
equivalents of much more familiar ANOVA and planned comparison t-tests. 
The pattern of statistical inferences remains the same with parametric and non-
parametric tests, since linear regression is quite robust to normality violation 
(Schmidt & Finan 2018).

Comparing their perceived extensions, there is a statistically significant dif-
ference across ‘racist’ and the set of thin moral terms (χ2(3) = 333.64, p < 0.001). 
With pairwise comparisons, there are statistically significant differences 
between all pairs of terms. As the graph shows (Figure 4), the perceived exten-
sion of ‘racist’ is narrower than that of ‘disagreeable’ (M = 40.98, SD = 20.31), and 
wider than that of ‘terrible’ (M = 22.06, SD = 17.83) and ‘worthless’ (M = 12.69, 
SD = 16.89).

There are a wide range of views about the extension of ‘racist,’ but the term 
is not meaningless. The statistical results confirm our initial impression: In ordi-
nary language, ‘racist’ neither refers exclusively nor indiscriminately. Our par-
ticipants thought there are fewer people reasonably called ‘racist’ than those rea-
sonably called ‘disagreeable.’ However, our participants also thought that there 
are more people reasonably called ‘racist’ than those reasonably called ‘terrible’ 
and ‘worthless’: that is, the label of ‘racist’ is not reserved only for the most hate-
ful and vile individuals.

Figure 5: Comparing the intensity of “racist” with thin moral terms.
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In terms of perceived intensity, there is a statistically significant difference 
across ‘racist’ and the set of thin moral terms (χ2(3) = 374.93, p < 0.001). With 
pairwise comparisons, there are statistically significant differences between all 
pairs of terms, except ‘racist’ and ‘worthless’ (p = 0.96). As planned, we con-
ducted a follow-up equivalence test to interpret this statistically nonsignificant 
result (Lakens, Scheel, & Isager 2018). Using the conventional “small” effect as 
our equivalence bounds (d = 0.2; Cohen 1988), there is no difference between 
the perceived intensity of ‘racist’ and ‘worthless’ (t(239) = –1.7, p = 0.04). As the 
graph shows (Figure 5), the perceived intensity of ‘racist’ is stronger than that of 
‘disagreeable’ (M = 29.93, SD = 22.52) and ‘terrible’ (M = 55.45, SD = 27.76), and 
about the same as ‘worthless’ (M = 69.97, SD = 27.47).

As with the perceived extension of ‘racist,’ there are a wide range of views 
on the perceived intensity of ‘racist.’ But, again, that does not mean the term is 
meaningless. The thin moral terms also have a wide range of perceived intensity. 
And the statistical results confirm that in ordinary language, ‘racist’ expresses 
very intense moral criticism. Our participants thought of it as on par with 
‘worthless’—which, to our ears (and according to Warriner et al. 2013) is one of 
the worst ‘thin’ moral terms that a human being can be called. Our participants 
also thought ‘racist’ is a worse thing to be called than ‘terrible’ or ‘disagreeable.’ 
Being called ‘racist’ remains a particularly severe moral condemnation.

2.4. ‘Racist’ with Degree Modifiers versus Alternative Vocabulary 
Terms

As mentioned, there is some affirmative evidence from corpora, where exam-
ples of speakers modifying ‘racist’ to weaken (‘slightly racist’) or strengthen 
(‘extremely racist’) its moral force can be found (Liao & Hansen 2023). Our 
approach allows us to directly investigate how such degree modifiers change 
the perceived extension and intensity of ‘racist.’

Comparing their perceived extensions, there is a statistically significant dif-
ference across bare ‘racist’ and the set of its modified forms (χ2(3) = 236.02, p < 
0.001). With pairwise comparisons, there are statistically significant differences 
between all pairs of terms, except ‘racist’ and ‘moderately racist’ (p = 0.344). As 
planned, we conducted a follow-up equivalence test to interpret this statistically 
nonsignificant result: using the conventional “small” effect as our equivalence 
bounds (d = 0.2), we cannot conclude that there is no difference between ‘racist’ 
and ‘moderately racist’ (t(239) = –1.1, p = 0.13). As the graph shows (Figure 6), 
the perceived extension of ‘racist’ is narrower than that of ‘slightly racist’ (M = 
39.58, SD = 25.09), in the vicinity of ‘moderately racist’ (M = 30.23, SD = 20.08), 
and wider than ‘extremely racist’ (M = 19.48, SD = 20.72).
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Comparing their perceived intensity, there is a statistically significant differ-
ence across bare ‘racist’ and the set of its modified forms (χ2(3) = 453.5, p < 0.001). 

Figure 6: Comparing the extension of unmodified and modified “racist.”

Figure 7: Comparing the intensity of unmodified and modified “racist.”
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With pairwise comparisons, there are statistically significant differences between 
all pairs of terms. As the graph shows (Figure 7), the perceived intensity of 
‘racist’ is stronger than that of ‘slightly racist’ (M = 51.61, SD = 29.97) and ‘mod-
erately racist’ (M = 64.88, SD = 26.27), and weaker than that of ‘extremely racist’ 
(M = 81.44, SD = 24.00).

The statistical results confirm our observations in Liao and Hansen (2023) 
based on linguistic corpora that there are resources available in ordinary lan-
guage that enable ‘racist’ to express a range of moral condemnation. Degree 
modifiers can indeed strengthen and weaken the moral force of ‘racist’: Our 
participants thought that ‘slightly racist’ is weaker than bare ‘racist’ and that 
‘extremely racist’ is stronger than bare ‘racist.’ Moreover, degree modifiers can 
also narrow and widen the reference class of ‘racist’: Our participants thought 
that ‘slightly racist’ picks out more people than bare ‘racist’ and that ‘extremely 
racist’ picks out fewer people than bare ‘racist.’ Given these patterns, we can 
also conclude that degree modifiers expand the expressive range of ‘racist’ both 
upwards and downwards. Ordinary language enables speakers to draw distinc-
tions, even when ‘racist’ takes wide scope.

By contrast, theorists who advocate for a narrow-scope conception of ‘racist’ 
typically recommend adding related, but distinct, expressions that refer to race-
related ills that do not rise to the level of severity that they associate with ‘rac-
ism’ and ‘racist.’ For example, according to Blum (2002a: 206–207), a 9-year-old 
white soccer player who says “‘Boy, pass the ball over here’ to one of his black 
teammates” is racially insensitive but not racist; someone who “exhibits culpable 
ignorance about racial matters” is racially ignorant but not racist; and a policy 
that has unintended negative consequences for Black people is racially unjust but 
not racist. Along the same lines, Anderson (2022: 82) recommends that we “use 
other terms to describe moral problems concerning race” instead of ‘racist.’ How 
do these alternative vocabulary terms—‘racially insensitive,’ ‘racially ignorant,’ 
and ‘racially unjust’—compare to ‘racist’ in terms of extension and intensity? 
One of the concerns with the wide scope use of ‘racist’ is that it “often leaves 
addressees in the dark about what is wrong.” Are alternative vocabulary terms 
more communicatively clear than ‘racist’?

Comparing their perceived extensions, there is a statistically significant dif-
ference across bare ‘racist’ and the set of alternative vocabulary terms (χ2(3) 
= 143.82, p < 0.001). With pairwise comparisons, there are statistically signifi-
cant differences between all pairs of terms, except between ‘racist’ and ‘racially 
unjust’ (p = 0.79) and between ‘racially ignorant’ and ‘racially insensitive’ (p = 
0.88). As planned, we conducted a follow-up equivalence test to interpret the 
statistically nonsignificant result: using the conventional “small” effect as our 
equivalence bounds (d = 0.2), there is no difference between the perceived exten-
sion of ‘racist’ and ‘racially unjust’ (t(239) = 2.57, p < 0.01). As the graph shows 



	 Measuring Conceptual Inflation • 639

Ergo • vol. 13, no. 21 • 2026

(Figure 8), the perceived extension of ‘racist’ is narrower than that of ‘racially 
ignorant’ (M = 45.30, SD = 25.50) and ‘racially insensitive’ (M = 43.00, SD = 24.29), 
and about the same as ‘racially unjust’ (M = 33.09, SD = 22.99).

Comparing their perceived intensity, there is a statistically significant differ-
ence across bare ‘racist’ and the set of alternative vocabulary terms (χ2(3) = 262.6, 
p < 0.001). With pairwise comparisons, there are statistically significant differ-

Figure 8: Comparing the extension of “racist” and proposed supplementary expressions.

Figure 9: Comparing the intensity of “racist” and alternative vocabulary terms.
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ences between all pairs of terms, except between ‘racially ignorant’ and ‘racially 
insensitive’ (p = 0.087). As the graph shows (Figure 9), the perceived intensity of 
‘racist’ is stronger than that of ‘racially insensitive’ (M = 44.50, SD = 28.46), ‘racially 
ignorant’ (M = 49.69, SD = 27.23), and ‘racially unjust’ (M = 56.20, SD = 28.36).

The statistical results show that these alternative vocabulary terms do 
expand the range of extension and intensity that speakers express beyond what 
is available with bare ‘racist.’ If the goal of the critics of conceptual inflation is 
to recommend vocabulary that allows for a wider reference class and a weaker 
moral force, then these terms do accomplish that goal. However, if their goal 
is to recommend vocabulary that improves communicative clarity, these terms 
do not accomplish that. The variations in participants’ understandings of these 
terms’ extension and intensity, as measured by standard deviations, are about 
the same as or greater than those of ‘racist.’

We can compare the expressive range of the two options on the table, wide-
scope ‘racist’ with degree modifiers versus narrow-scope ‘racist’ with alternative 
vocabulary terms. To operationalize, we can take the mean difference between 
the terms at the extremes of each set (‘slightly racist’ vs. ‘extremely racist’ and 
‘racially ignorant’ vs. ‘racially unjust’). For the intensity measures, the expressive 
range for ‘racist’ with degree modifiers is statistically significantly wider (t(239) 
= 8.391, p < 0.001). For the extension measures, the expressive range for degree 
modifiers is also statistically significantly wider (t(239) = –4.105, p < 0.001). How-
ever, we want to emphasize that—unlike Anderson—we do not see the choice 
as exclusive. Natural language provides speakers with many types of expressive 
resources for making moral criticisms, and we should take advantage of those 
resources to say what we mean. Alternative vocabulary terms have their place, 
but so does ‘racist,’ especially in combination with degree modifiers.

2.5. ‘Racist’ over Apparent Time

After situating the extension and intensity of ‘racist’ against the backdrop of 
other terms, we can now assess the two central claims of the conceptual inflation 
critique. Has ‘racist’ undergone extension expansion? Has ‘racist’ undergone 
intensity bleaching? As mentioned, we will use the apparent time construct to 
answer these questions. That is, we will examine how perceived extension and 
perceived intensity of ‘racist’ vary by participant age. Since some critics (such 
as Anderson) mention race—specifically, white versus nonwhite—as another 
potential source of variation in how these terms are perceived, we will also take 
into account how perceived extension and perceived intensity of ‘racist’ vary by 
participant race. We did so on the assumption that white people and nonwhite 
people might perceive both the extension and intensity of the term differently.
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We fitted a model that predicts the perceived extension of ‘racist’ with par-
ticipant age and race. As the graph shows (Figure 10), the model’s explanatory 
power is weak (R2 = 0.02). There is a statistically significant relationship with 
race (beta = –18.41, 95% CI [–36.36, –0.46], p = 0.044). (However, this relation-
ship is statistically not significant in the sample without the preregistered exclu-

Figure 10: Variation in perceived extension of ‘racist’ by age and race.

Figure 11: Variation in perceived extension of ‘racist’ by age and race.
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sions.) There is no statistically significant relationship with age (beta = –0.32, 95% 
CI [–0.69, 0.05], p = 0.093) or the age-race interaction (beta = 0.35, 95% CI [–0.07, 
0.77], p = 0.101). We also fitted a model that predicts the perceived intensity of 
racist with participant age and race. As the graph shows (Figure 11), the model’s 
explanatory power is very weak (R2 = 0.01). There is no statistically significant 
relationship with age (beta = –0.30, 95% CI [–0.76, 0.17], p = 0.210) or race (beta = 
–16.91, 95% CI [–39.23, 5.41], p = 0.138), or the age-race interaction (beta = 0.45, 
95% CI [–0.07, 0.97], p = 0.089).

We also exploratorily examined the age variable by itself. For the perceived 
extension of ‘racist,’ the relationship is negative, statistically not significant, and 
tiny (r = –0.05, 95% CI [–0.17, 0.08], p = 0.463). For the perceived intensity of ‘rac-
ist,’ the relationship with age is positive, statistically not significant, and tiny 
(r = 0.04, 95% CI [–0.09, 0.16], p = 0.556). In isolation, there are also no statistically 
significant relationships between either perceived extension or intensity of ‘rac-
ist’ and, respectively, race and gender. (Since there are not similar studies on this 
topic, we have given conventional labels to effect sizes following Cohen 1988, 
Field 2013, and Funder & Ozer’s 2019 recommendations.)

The statistical results do not show that there has been extension expansion or 
intensity bleaching with ‘racist.’ Study 1 does not reveal any evidence of different 
linguistic behavior with ‘racist’ with respect to apparent time. Moreover, regard-
less of the conventional threshold of statistical significance, the effects with age 
are tiny in their magnitudes. That is, even if there were changes to the meaning of 
‘racist’ over time, these changes would be hard to notice without statistical tools.

Figure 12: Correlation of perceived extension and perceived intensity of ‘racist.’
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What about the alleged inverse correlation between extension expansion and 
intensity bleaching, the intuitive idea that as the extension of a term increases, its 
moral intensity decreases? When we designed this study, we simply assumed—
like some of the critics of conceptual inflation—that the claim of inverse corre-
lation was true. However, we began to suspect that our assumption was faulty 
when we compared ‘racist’ with other terms and saw that the comparative pat-
terns with extension and intensity do not always match. For example, remember 
that ‘racist’ is about as strong as ‘worthless’ in its moral force (Figure 5), but 
picks out more people than ‘worthless’—indeed, more people than ‘terrible’—in 
its reference class (Figure 4). (A referee asked whether this finding is evidence 
that participants are not paying sufficient attention to the prompts. We embed-
ded an attention check throughout Study 1 whereby we excluded anyone from 
our analysis who did not respond to the modified expressions ‘slightly racist,’ 
‘moderately racist,’ and ‘extremely racist’ in the expected way, namely giving 
‘slightly racist’ lower intensity and greater extension ratings than ‘moderately 
racist’ and ‘extremely racist.’ We therefore think that the fact that intensity and 
extension ratings come apart cannot be explained in terms of lack of attention.) 
Surprisingly to us, as the graph shows (Figure 12), there was no statistically sig-
nificant correlation between individual participants’ perceived extension and 
intensity of ‘racist’ (tau = 0.055, p = 0.891). Even when outliers were excluded, 
there was still no statistically significant correlation (tau = –0.002, p = 0.48). Con-
trary to some critics’ (and our) assumption, it is not true that perceiving a wider 
reference class correlates with perceiving a weaker moral force of ‘racist.’

2.6. Summary

We precisified the critique of conceptual inflation into three claims: extension 
expansion, intensity bleaching, and inverse correlation. In Study 1, we found no 
evidence for any of these three claims. Despite critics’ outcries over the last three 
decades, Study 1 turned up no support for ‘racist’ having undergone a transfor-
mation that is comparable to the case of currency inflation.

3. Study 2: Comparison with Reclaimed Slurs

In Study 1 we only found an absence of evidence for conceptual inflation, and 
not evidence for an absence of conceptual inflation. Are we using the right tools 
and looking in the right place to find evidence of conceptual inflation? Maybe 
our questions are too coarse and the participants’ responses are too noisy for us 
to uncover evidence of conceptual inflation, or maybe public debates about what 
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‘racist’ should and should not be applied to have pushed older speakers’ use of 
the term into alignment with younger speakers so that what is in fact a real-time 
change does not show up in our apparent time study.

One way to demonstrate that our methods are capable of finding evidence 
of meaning change is to test them on unrelated terms that we have good reason 
to think have changed their meaning. If our approach doesn’t detect mean-
ing changes with these terms, that would raise concerns about our methods. A 
particularly promising domain to test our methods on concerns the reclama-
tion of slurs, a topic that has received philosophical attention in recent years 
(Anderson 2018; Cepollaro & López de Sa 2022; Jeshion 2020; Popa-Wyatt 2020; 
Ritchie 2017). In particular, we think that the reclaimed terms ‘queer’ (Bront-
sema 2004) and ‘slut’ (Herbert 2015), as well as the replacement term ‘neu-
rodivergent,’ are promising examples of terms that have undergone recent 
extension expansion and intensity bleaching. Moreover, it seems plausible that 
inverse correlation between extension expansion and intensity bleaching holds 
for reclaimed slurs, though the causal relationship is the opposite of what is 
alleged with conceptual inflation: if activists’ work to reduce the moral bad-
ness of these terms has been successful, then that opens the door to wider 
use—including, for example, adding oneself to the reference class. Philoso-
phers investigating the “implementation challenge” in conceptual engineer-
ing (Cappelen & Plunkett 2020), which concerns methods for bringing about 
change in concepts or word meanings, should be interested in whether exten-
sion expansion brings about or correlates with intensity bleaching, because 
whether such a relationship exists could affect what strategies are most effec-
tive for bringing about change in the meaning of expressions.

We ran a second study that investigates the meaning of ‘racist’ in comparison 
with reclaimed slurs. Instead of using a demographically representative sample, 
in this study we wanted to make any meaning change that exists as vivid as 
possible by specifically recruiting participants from two different age groups 
that are three decades apart: people 30 years old and under (the under-30s) and 
people 60 years old and over (the over-60s). We chose these groups because con-
ceptual inflation worries about ‘racist’ have been around for at least 30 years; if 
the worries are on target, then it should be relatively easy to find a difference 
between age groups that are at least 30 years apart.

3.1. Methods

In a preregistered study, 395 U.S.-based participants were recruited using Pro-
lific. (All material, data, and analysis can be found at https://doi.org/10.17605/
OSF.IO/8D7NK.) The median time to complete the study was 1 minute and 54 

https://doi.org/10.17605/OSF.IO/8D7NK
https://doi.org/10.17605/OSF.IO/8D7NK
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seconds for the under-30s, and 3 minutes 4 seconds for the over-60s. Participants 
were paid $1 on completion. No exclusion criterion was applied. We intention-
ally recruited participants in two age groups, and did not attempt to achieve 
representativeness on other demographic variables. 8 participants (2.03%) pre-
ferred to not disclose their age in the questionnaire. The remaining participants 
were divided into two planned groups: the under-30s (n = 194, 49.11%; Mage = 
25.13, SDage = 3.45) and the over-60s (n = 193, 48.86%; Mage = 65.54, SDage = 4.86). 
(There exist small discrepancies between participants’ age as reported on Pro-
lific, which we used for recruitment screening, versus in Qualtrics, which we 
used for the questionnaire. We included 1 36-year-old in the under-30s group 
and 2 59-year-olds in the over-60s group.) In addition to race and gender, in this 
study we also collected information on political orientation (0–100 scale: the left 
– the right) and education attainment (some high school / some undergraduate 
/ some postgraduate). Since we did not attempt to achieve representativeness, 
there exist other demographic differences between the under-30s (46.3% men, 
48.4% women, 5.3% non-binary; 54.5% white, 44.85% nonwhite; Mpolitical = 27.63, 
SDpolitical = 25.82; 15.5% some high school, 69.1% some undergraduate, 15.5% 
some postgraduate) and over-60s (33.9% men, 65.6% women, 0.5% non-binary; 
89.6% white, 10.36% nonwhite; Mpolitical = 35.78, SDpolitical = 31.96; 9.3% some high 
school, 66.3% some undergraduate, 24.4% some postgraduate).

Participants completed the study in Qualtrics and provided informed con-
sent before proceeding. There was no experimental manipulation and all par-
ticipants were asked all questions. Participants were presented with two main 
blocks of four questions in counterbalanced randomized order. Within each 
block, participants were asked one of the following two types of questions on a 
0–100 slider with text anchors:

[extension]	� What percentage of people can be reasonably called ‘racist’? 
[none – all]

[intensity]	� How bad is it for a person to be called ‘racist’? [not at all – 
the worst]

Within each block, participants were asked, in counterbalanced randomized 
order, about the target term ‘racist,’ and the terms ‘queer,’ ‘slutty,’ and ‘neu-
rodivergent.’ (In particular, as preregistered, our main comparison is between 
‘racist’ and ‘queer,’ since we expected ‘queer’ to be most likely to show a change 
of meaning over time.) Finally, participants were asked demographic questions 
about age, race, gender, political orientation, and educational attainment, fol-
lowing a recommendation on inclusive practices for collecting demographic 
questions wherever possible (Hughes et al 2016).
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3.2. ‘Racist’ over Apparent Time

Has ‘racist’ undergone extension expansion or intensity bleaching? Once again, 
we used the apparent time construct to answer these questions. We conducted 
Welch two-sample t-tests to compare the responses of our two age cohorts.

As Figure 13 shows, for perceived extension, the difference between under-
30s (M = 38.77, SD = 21.78) and over-60s (M = 33.26, SD = 21.07) was statistically 
significant and small (t(384.70) = –2.53, p = 0.012; Cohen’s d = –0.26, 95% CI [–0.46, 
–0.06]). As Figure 14 shows, for perceived intensity, the difference between 
under-30s (M = 76.86, SD = 25.58) and over-60s (M = 75.07, SD = 29.41) was sta-
tistically not significant and tiny (t(377.19) = –0.64, p = 0.525; Cohen’s d = –0.06, 
95% CI [–0.26, 0.13]). As planned, we conducted a follow-up equivalence test to 
interpret this statistically nonsignificant result concerning perceived intensity: 
Using the conventional “small” effect as our equivalence bounds (d = 0.2), we 
cannot conclude that there was no difference between the two groups (t(377.19) 
= 1.33, p = 0.09).

The statistical results indicate that there has been some extension expansion 
with ‘racist,’ but do not indicate that there has been intensity bleaching. Unlike 
Study 1, we did find some evidence of different linguistic behavior with ‘racist’ 

Figure 13: Correlation of perceived extension and perceived intensity of ‘racist.’
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across our two age cohorts. Contrary to our prediction based on Study 1, older 
participants do use ‘racist’ to pick out a narrower reference class compared to 
younger participants. However, as predicted based on Study 1, there remained 
no evidence that older participants use ‘racist’ with a stronger moral force com-
pared to younger participants. If the apparent time approach is a legitimate 
proxy for real time change in use (keeping in mind the serious caveats about this 
inference discussed in §1.3), then we do have some reason to believe that there 
has been a small extension expansion of the meaning of ‘racist,’ but we still do 
not have reason to believe that there has been intensity bleaching.

What about inverse correlation? In an exploratory test in Study 1, we were 
surprised to find no correlation between individual participants’ perceived 
extension and intensity of ‘racist.’ In Study 2, we preregistered a one-tailed 
nonparametric correlation test to re-examine this relationship. Once again, as 
the graph shows (Figure 13), there was no correlation between individual par-
ticipants’ perceived extension and intensity of ‘racist’ (tau = 0.02, p = 0.677). As 
planned, we conducted a follow-up equivalence test to interpret this statistically 
nonsignificant result: using the conventional “small” effect as our equivalence 
bounds (d = 0.2), the relationship between participants’ perceived extension and 
intensity of ‘racist’ was no different from none at all (p < 0.001).

3.3. ‘Racist’ in Comparison

How does ‘racist’ compare to a reclaimed slur like ‘queer’? We asked this ques-
tion because we thought the comparison would be helpful as a demonstration 
that our methods are sufficiently sensitive to detect meaning change if it does in 
fact exist. However, since we did find expansion extension with ‘racist’ in Study 
2, this comparison can also provide a benchmark for the magnitude of change.

As expected, we found evidence for different linguistic behavior with ‘queer’ 
with respect to apparent time. As Figure 14 shows, for perceived extension, the 
difference between under-30s (M = 24.85, SD = 18.65) and over-60s (M = 17.54, 
SD = 16.14) was statistically significant and small (t(377.76) = –4.12, p < 0.001; 
Cohen’s d = –0.42, 95% CI [–0.62, –0.22]). As the graph shows (Figure 15), for 
perceived intensity, the difference between under-30s (M = 23.20, SD = 28.76) and 
over-60s (M = 35.32, SD = 34.62) was statistically significant and small (t(371.76) 
= 3.74, p < 0.001; Cohen’s d = 0.38, 95% CI [0.18, 0.58]).

However, since the difference between statistical significance and statisti-
cal non-significance is not itself statistically significant (Gelman & Stern 2006), 
we also conducted MANOVAs that crossed ‘racist’ versus ‘queer’ with over-30s 
versus under-60s to compare the two terms’ change over apparent time. For per-
ceived extension, there was a statistically significant small difference between 
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Figure 14: Comparing the perceived extension of ‘racist’ versus ‘queer’ between people 30 years 
and younger and people 60 years and older.

Figure 15: Comparing the perceived intensity of ‘racist’ versus ‘queer’ between people 30 years 
and younger and people 60 years and older.
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‘racist’ and ‘queer’ in the difference between under-30s and over-60s (F(1, 385) 
= 7.11, p < 0.001; partial eta2 = 0.04). For perceived intensity, there was a statisti-
cally significant small difference between ‘racist’ and ‘queer’ in the difference 
between under-30s and over-60s (F(1, 385) = 9.07, p < 0.001; partial eta2 = 0.05).

We chose ‘queer’ as the primary comparison since, despite the precarity of 
all linguistic reclamation projects, its meaning change is arguably the least con-
troversial. By contrast, we have reservations about ‘slutty’ since its reclaimed 
status remains controversial and there may be a gendered response pattern, 
and we also have reservations about ‘neurodivergent’ because it is too recent 
and specifically coined to replace an older term in the process of deprecation. 
That said, we found the same pattern of responses with these terms too. When 
we conducted MANOVAs that crossed ‘racist’ versus ‘slutty’ with over-30s ver-
sus under-60s, we also found a statistically significant small difference with 
perceived extension (F(1, 385) = 6.45, p < 0.001; partial eta2 = 0.03) and with 
perceived intensity (F(1, 385) = 7.22, p < 0.001; partial eta2 = 0.04). When we 
conducted MANOVAs that crossed ‘racist’ versus ‘neurodivergent’ with over-
30s versus under-60s, we found a statistically significant small difference with 
perceived extension (F(1, 385) = 9.99, p < 0.001; partial eta2 = 0.05) but no statisti-
cally significant difference with perceived intensity (F(1, 385) = 2.93, p = 0.054; 
partial eta2 = 0.02).

The statistical results show that our methods are sensitive enough to detect 
meaning change, given the reasonable assumption that ‘queer’ has undergone 
some change in meaning over the past three decades (and perhaps ‘slutty’ and 
‘neurodivergent’ too). Moreover, while we found some evidence of extension 
expansion with ‘racist,’ this change is smaller in magnitude compared to the 
extension expansion with ‘queer’ (as well as ‘slutty’ and ‘neurodivergent’). At 
the same time, while we found no evidence for intensity bleaching with ‘racist,’ 
there has been intensity bleaching with ‘queer’ (as well as ‘slutty’), presumably 
from reclamation efforts.

3.4. Summary

We precisified the critique of conceptual inflation into three claims: extension 
expansion, intensity bleaching, and inverse correlation. In Study 2, with ‘rac-
ist,’ we found evidence for a small effect of extension expansion (in discordance 
with Study 1), but still no evidence for intensity bleaching or inverse correlation 
(in concordance with Study 1). Through comparison with reclaimed slurs, espe-
cially ‘queer,’ we found that ‘racist’ does not show the clear profile of meaning 
change that less controversial examples do.
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4. Study 3: Replicate Central Elements of Study 1 and Study 2

4.1. Methods

A referee suggested that we run a version of Study 2 using a demographi-
cally representative sample, as we did in Study 1. Doing so would allow 
us to use the same measure of conceptual inflation for ‘racist’ across differ-
ent studies, treating age as a continuous variable rather than comparing the 
results of participants under 30 years old and those over 60 years old. With 
that in mind, we ran a third study that used the same experimental mate-
rials and design as Study 2 but recruited a demographically representative 
sample of the U.S. population as we did in Study 1. Since this study aims to 
replicate findings from Study 1 and Study 2, we did not conduct a separate 
preregistration.

398 U.S.-based participants were recruited using Prolific’s “representative 
sample” function (Mage = 45.50, SDage = 15.49; 48.5% men, 49.1% women, 2.4% non-
binary; 62.6% white, 27.4% nonwhite). The median time to complete the study 
was 2 minutes and 47 seconds, and participants were paid $1 on completion. 
Experimental materials and design were identical as those used in Study 2 (see 
§3.1). (All material, data, and analysis can be found at https://doi.org/10.17605/
OSF.IO/8VWRZ.)

4.2. ‘Racist’ over Apparent Time

As in Study 1, we fitted a model that predicts the perceived extension of 
‘racist’ with participant age and race. The model’s explanatory power is weak 
(R2 = 0.05). There is no statistically significant relationship with race (beta = –3.56, 
95% CI [–17.73, 10.60], p = 0.622), or with age (beta = 0.07, 95% CI [–0.18, 0.32], 
p = 0.584) or the age-race interaction (beta = –0.14, 95% CI [–0.45, 0.17], p = 0.382). 
We also fitted a model that predicts the perceived intensity of racist with par-
ticipant age and race. The model’s explanatory power is very weak (R2 = 0.01). 
There is no statistically significant relationship with age (beta = 0.11, 95% CI 
[–0.22, 0.44], p = 0.510) or race (beta = 5.58, 95% CI [–12.74, 23.89], p = 0.551), or 
the age-race interaction (beta = –0.02, 95% CI [–0.42, 0.38], p = 0.907).

We also examined the age variable by itself. For the perceived extension of 
‘racist,’ the relationship is negative, statistically not significant, and very small 
(r = –0.06, 95% CI [–0.16, 0.04], t(387) = –1.23, p = 0.220) (see Figure 16). For the per-
ceived intensity of ‘racist,’ the relationship with age is positive, statistically not 
significant, and very small (r = 0.07, 95% CI [–0.03, 0.17], t(387) = 1.35, p = 0.176) 

https://doi.org/10.17605/OSF.IO/8VWRZ
https://doi.org/10.17605/OSF.IO/8VWRZ
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(see Figure 17). This replicates what we found in Study 1: we did not find evi-
dence in Study 3 of either extension expansion or intensity bleaching with ‘rac-
ist’ over apparent time.

There was also no statistically significant correlation between individual par-
ticipants’ perceived extension and intensity of ‘racist’ (tau = 0.08, p = 0.989). With 
eqb at ±0.02, the correlation is indistinguishable from zero (p < 0.001). This repli-
cates what we found in both Study 1 and Study 2.

Figure 16: Variation in perceived extension of ‘racist’ by age (Study 3).

Figure 17: Variation in perceived intensity of ‘racist’ by age (Study 3).
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4.3. ‘Queer’ over Apparent Time

As with ‘racist,’ we examined whether participant age predicts perceived exten-
sion and intensity of ‘queer.’ For the extension measure, the relationship with 
age is negative, statistically significant, and medium (r = –0.20, 95% CI [–0.30, 
–0.11], t(387) = –4.11, p < .001) (see Figure 18). For the intensity measure, the rela-
tionship with age is positive, statistically significant, and small (r = 0.10, 95% CI 
[2.45e–03, 0.20], t(387) = 2.01, p = 0.045) (see Figure 19).

Figure 18: Variation in perceived extension of ‘queer’ by age.

Figure 19: Variation in perceived intensity of ‘queer’ by age.
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This replicates what we found in Study 2, but with age as a continuous vari-
able: we did find evidence for extension expansion and intensity bleaching with 
‘queer’ over apparent time.

4.4. Comparing ‘Racist’ and ‘Queer’ over Apparent Time

Once again, since the difference between statistical significance and statistical 
non-significance is not itself statistically significant, we need to directly compare 
the age correlations for ‘racist’ and ‘queer.’ There are a few ways for doing this, 
and we are reporting the results from Hittner, May, and Silver’s (2003) method. 
Contrary to Study 2 (albeit with a different sample and analysis), we did not find 
a significant difference between the age variation with respect to the intensity of 
‘racist’ and ‘queer’ (z = –0.498, p = 0.619). Congruent with Study 2, we did find a 
significant difference between the age variation with respect to the extension of 
‘racist’ and ‘queer’ (z = 2.502, p = 0.012).

However, when we compared the under-30s with the over-60s in this sam-
ple, as we did in Study 2, we did replicate its results. For perceived extension, 
there was a statistically significant small difference between ‘racist’ and ‘queer’ 
in the difference between under-30s and over-60s (F(1, 170) = 5.18, p = 0.007; par-
tial eta2 = 0.06). For perceived intensity, there was a statistically significant small 
difference between ‘racist’ and ‘queer’ in the difference between under-30s and 
over-60s (F(1, 170) = 3.07, p = 0.049; partial eta2 = 0.04).

4.5. Summary of Study 3

Study 3 confirmed the big picture findings of Study 1 and Study 2, while adding 
a few interesting complications. We replicated two main findings of Study 1: We 
did not find any evidence of extension expansion or intensity bleaching of ‘rac-
ist’ over apparent time, and we found no correlation between perceived intensity 
and extension of ‘racist’ (which would be expected if there were a causal relation 
between extension expansion and intensity bleaching). And we replicated our 
findings in Study 2, that while there is clear evidence for ‘queer’ having under-
gone extension and intensity expansion over apparent time, there is no evidence 
that ‘racist’ has done so to the same extent. Specifically, contrary to Study 2 but 
congruent with Study 1, we did not find evidence for extension expansion of 
‘racist’ over apparent time. Furthermore, when comparing correlations over 
the entire demographically representative sample, we replicated our finding in 
Study 2 that the difference between the differences of perceived extension for 
‘racist’ and ‘queer’ over apparent time is significant, though we did not replicate 
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our finding that the difference between the differences of perceived intensity 
over apparent time is significant. However, when comparing the same differ-
ences between differences with under-30s vs. over-60s, as we did in Study 2, we 
did replicate both findings.

5. General Discussion

While our Study 2 did find evidence that ‘racist’ has undergone some extension 
expansion (over-60s applied it more restrictively than the under-30s), we did not 
find evidence of any change in either extension or intensity in Study 1 or Study 3. 
And across our three studies we did not find any evidence that ‘racist’ has either 
of the other two features that are typically combined in worries about concep-
tual inflation: intensity bleaching and inverse correlation of extension and inten-
sity. If the conceptual inflation of ‘racist’ is as rampant and problematic as critics 
have proposed, our results should be surprising. What explains the mismatch 
between the frequently expressed belief that ‘racist’ is undergoing conceptual 
inflation and our results?

5.1. What about Politics?

After completing Study 1, a participant volunteered a comment to us about the 
politics they perceive behind conflicting claims about what counts as ‘racist’:

I just complete[d] your study on being called “racist” and I have an is-
sue with the study’s design. Would not being called any degree of rac-
ist depend on the person doing the name-calling? Nowadays, too many 
people resort to wrongly calling others racist when they are losing their 
argument. The term is thrown at others so commonly that the word has 
become almost meaningless. Race is used by too [m]any politicians to 
divide people, a wedge issue to get votes. Democrats use it frequently to 
make up for lack of a legitimate platform.

Our results in Study 1 show that this participant is just wrong that ‘racist’ has 
become “almost meaningless”: it is as intense a term of criticism as ‘worthless,’ 
and it is not applied indiscriminately; its extension is judged to be somewhere 
between the extension of ‘terrible’ and ‘disagreeable.’ But what about the partici-
pant’s claim that people with different politics make different judgments about 
the meaning of ‘racist’? In Study 2 and Study 3, we included a demographic ques-
tion about political orientation so we could begin to evaluate whether judgments 
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about the intensity and extension of ‘racist’ correlate with people’s self-identi-
fied politics. In both Study 2 and 3, we did not find evidence that the perceived 
intensity of ‘racist’ correlates with political orientation. In Study 2, the correlation 
between intensity and political orientation is negative, statistically not significant, 
and tiny (r = –0.04, 95% CI [–0.14, 0.06], t(383) = –0.71, p = 0.479); in Study 3, the 
correlation between intensity and political orientation is negative, statistically not 
significant, and very small (r = –0.07, 95% CI [–0.17, 0.03], t(381) = –1.31, p = 0.191). 
In Study 2, we did find evidence that there is a correlation between extension and 
political orientation; people reporting a political orientation on the right tend to 
judge that ‘racist’ has a narrower extension than people on the left: the relation-
ship between extension and political affiliation is negative, statistically significant, 
and small (r = –0.18, 95% CI [–0.28, –0.09], t(383) = –3.67, p < .001) (Figure 20). But in 
Study 3 we did not find evidence of a correlation between the perceived extension 
of ‘racist’ and political affiliation: the relationship is positive, statistically not sig-
nificant, and tiny (r = 0.01, 95% CI [–0.09, 0.11], t(381) = 0.24, p = 0.812) (Figure 21).

As our participant observed, what counts as ‘racist’ is a contentious political 
issue, so it’s not surprising that we found some evidence that the meaning of 
‘racist’ correlates with political affiliation. (What is more surprising is that we 
found evidence of such a correlation only in Study 2 and not Study 3). But does 
this tell us anything about conceptual inflation? It shows us that there is some 
evidence of systematic variation in how people judge the extension of ‘racist,’ 
but not that the meaning of ‘racist’ is changing over time. As we will discuss in 
the next section, there is reason to suspect that people notice this kind of varia-
tion and mistake it for evidence of linguistic change.

Figure 20: Correlation between perceived extension of ‘racist’ and political 
affiliation (Study 2).
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5.2. Is Conceptual Inflation an Illusion?

A recent study investigated the universal human tendency, documented since 
Livy’s History of Rome (written between 27 and 9 BC), to think that one’s own 
historical era is undergoing moral decline (Mastroianni & Gilbert 2023). Mas-
troianni and Gilbert find that while there is widespread and persistent belief 
in moral decline, responses to 107 survey questions “administered to 4,483,136 
people across a 55-year span from 1965 to 2020” showed that “people’s reports of 
the current morality of their contemporaries were stable over time” (4), suggest-
ing that belief in moral decline is an illusion (1). They give a two factor explana-
tion for this illusion: First, “human beings are especially likely to seek and attend 
to negative information about others,” information amply provided by media 
with a focus on current negative events (5); and second, “when people recall 
positive and negative events from the past, the negative events are more likely 
to be forgotten, more likely to be misremembered as their opposite, and more 
likely to have lost their emotional impact” (5). Those two factors, when taken 
together, explain why people underestimate the morality of their contempo-
raries and overestimate the morality of their historical predecessors, generating 
the illusion of moral decline. Similarly, worries about the decline of English have 
been around almost as long as the language itself (Shariatmadari 2020: ch.1), and 
are just as illusory as perennial beliefs about moral decline, because there is no 
evidence of actual linguistic decline. Could beliefs about the conceptual inflation 
of ‘racist’ as standardly understood be similarly illusory?

One combination of factors that might explain false beliefs about conceptual 
inflation is (a) there is variation in people’s judgments about both the extension 

Figure 21: Correlation between perceived extension of ‘racist’ and political 
affiliation (Study 3).
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and the intensity of ‘racist,’ including variation in extension that correlates with 
political affiliation (which we found evidence of in Study 2); (b) the frequency 
of uses of ‘racist’ has recently increased (Rozado 2022); and (c) there is evidence 
that people are susceptible to a “recency illusion” about linguistic facts, whereby 
they mistake a linguistic phenomenon that they have recently noticed for a phe-
nomenon that is genuinely new (Zwicky 2005; van der Meulen 2022). This com-
bination of factors would produce a situation in which there is no underlying 
change in the meaning of ‘racist,’ but because uses of ‘racist’ have become more 
frequent, people are more aware of variation in the way people use the term, and 
because of the recency illusion, they misinterpret their increasing awareness of 
that variation as a change in the meaning of the term. That combination of fac-
tors would explain why there is an illusion of conceptual inflation.

5.3. An Alternative Conception of Conceptual Inflation

The most explicit accounts of what conceptual inflation is (see, for example, the 
accounts from Blum and Case given above) involve the three components that 
we have been evaluating throughout our studies: (i) extension expansion, (ii) 
intensity bleaching, and (iii) the causal claim that extension expansion causes 
intensity bleaching. Our findings cast doubt on the existence of that standard 
conception of conceptual inflation. But there is a neighboring way of under-
standing conceptual inflation that our findings in Study 2 lend some weak sup-
port to, namely the idea that what constitutes conceptual inflation is extension 
expansion with no intensity bleaching—and no claim about the causal relation-
ship between (i) and (ii). Our Study 2 did find evidence of (i) and did not find 
evidence of (ii), so it could be taken to lend some support to this alternative 
conception of conceptual inflation (though note that the difference between age 
cohorts we found was small, and we did not find evidence of this difference in 
Study 3). On this alternative conception, what makes conceptual inflation bad is 
not that the moral force of ‘racist’ is being diluted, but that it is not being diluted 
while the extension of the concept expands. That means more people will find 
themselves in the target area of a powerful form of moral criticism. Is that a 
problem? In this paper we are not joining debates about whether (and if so, why) 
conceptual inflation is bad. Our central goal is to operationalize conceptual infla-
tion so that we can gather evidence about whether or not it is taking place. One 
benefit of operationalization is that it clarifies the fact that there are different 
ways of understanding conceptual inflation; on the standard interpretation, we 
did not find evidence that it was taking place, but if it is understood as exten-
sion expansion without intensity bleaching, then we did find some equivocal 
evidence that it is taking place.
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6. Conclusion, Limitations, and Suggestions for Future Research

Our primary aim in this paper is to improve on all the existing claims by philoso-
phers and social critics who allege that ‘racist’ is undergoing conceptual inflation, 
by showing different ways that amorphous claim can be made more precise and 
picking one of those precisifications and looking for evidence that it is occurring. 
In this subsection, we highlight some of the limitations of this approach.

We want to be clear that we don’t take ourselves to show that ‘racist’ has 
not undergone any meaning change; only that one focused way of looking for 
changing use of the term did not find evidence of one way of understanding 
conceptual inflation. We think that particular way of understanding conceptual 
inflation is important and worth our attention, and if conceptual inflation is in 
fact taking place as alleged, then we would expect to find this kind of evidence 
of the changing use of the term (as we did for ‘queer’ and ‘slutty’). But this is 
just a first step in a systematic investigation of this purported phenomenon. One 
natural next step would be to focus on the horizontal dimension of conceptual 
inflation we discuss in §1.2; in addition to the corpus evidence we present which 
indicates that early uses of ‘racist’ were already being applied horizontally to 
institutional categories beyond individuals, an experimental investigation of the 
horizontal dimension of conceptual inflation could be modeled on the apparent 
time study of the meaning change of the word ‘gay’ in Robinson (2012). The for-
mat that Robinson used involved asking these questions:

Q1. “Who or what is X” (where “gay” was the target expression)
Q2. “Why is Y X?” where “Y” was the answer to Q1.

Robinson then coded the responses to evaluate whether participants of different 
ages were applying ‘gay’ to different categories.

As we discuss in §1.3, there haven’t been comparisons of apparent time stud-
ies of meaning with real time studies of the kind that validate the use of the 
apparent time method in studying phonological, syntactic, and lexical change 
(Bailey 2004). That leaves one assumption of the method in need of additional 
support. Moreover, there are deep difficulties in any attempt to identify meaning 
change by investigating linguistic behavior or language users’ beliefs.

Suppose we did find an apparent time difference in how people use the 
term ‘racist.’ There would be lots of potential explanations of that difference: it 
could be due to there simply being more (or fewer) racists around, or changes 
in various pragmatic norms concerning the use of the term. We made these 
observations urging caution about interpreting Rozado’s data that shows the 
increasing frequency of terms like ‘racist’ as evidence of changing meaning 
(Figure 1).
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In the same way, there are lots of explanations for not finding differences in 
use that are compatible with meaning in fact changing. If, for example, the num-
ber of extreme racists goes down, but the threshold for what counts as a racist 
also drops, then the overall proportion of racist people could stay the same over 
time. That might count (on some ways of understanding meaning) as a change 
in meaning (if changing thresholds counts as a change in meaning) but without 
a noticeable change in responses to our question “What % of people can reason-
ably be called ‘racist’?” So we can’t conclude from there being no evidence of 
change in use that the meaning has remained stable over time.

This limitation of our investigation—that there are deep difficulties in draw-
ing conclusions about meaning change (or stability of meaning) from evidence 
of language use—is equally a worry for our opponents, those who claim (on the 
basis of anecdotal evidence) that ‘racist’ is undergoing conceptual inflation. They 
haven’t tried to gather systematic evidence that use is in fact changing (aside 
from evidence of changing frequency), let alone done any work to try to exclude 
those competing explanations of what might account for any observed changes 
in use. Even with this limitation, we believe in the value of systematic empirical 
investigation of changing uses of language, and we have demonstrated one—
but by no means the only—way to empirically study changing use.

It is frustrating that there aren’t earlier quantitative studies of ‘racist’ and 
other contested expressions that would make a straightforward real time study 
of meaning change possible. The apparent time method relies on assumptions, 
like the constancy of the use of expressions over the post-adolescent lifetimes of 
individual speakers, that may turn out not to hold for ‘racist.’ Any conclusions 
we draw about the presence or absence of conceptual inflation on the basis of 
our apparent time studies must therefore remain tentative. Our main goals in 
this study are to make the phenomenon people are worried about when they 
worry about ‘conceptual inflation’ more precise and do better at searching for 
evidence of it than the existing claims that it is taking place—not to settle the 
question whether ‘racist’ is undergoing conceptual inflation. Settling that ques-
tion will require many different experimental and observational approaches. 
If the only result of our study is that people come to see how inadequate the 
empirical support is for the standard claims that conceptual inflation is taking 
place, then we will be happy; though we would be even happier if we encour-
age people to run other studies using different techniques to examine the phe-
nomenon from different directions. But our studies provide the best evidence 
we currently have, and they take the first steps beyond the impressions of those 
who claim to have noticed the conceptual inflation of ‘racist.’ And they consti-
tute the first part of a future real time study for which our data will, eventually, 
be a historical record of how ‘racist’ was once used in the hard-to-remember era 
of the mid-2020s.
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